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Abstract—With massive amounts of data producing each
day in almost every field, traditional data processing techniques have become more and more inadequate. However, the
research of effectively managing and retrieving these big data
is still under development. Multimedia high-level semantic
concept mining and retrieval in big data is one of the most
challenging research topics, which requires joint efforts from
researchers in both big data mining and multimedia domains.
In order to bridge the semantic gap between high-level
concepts and low-level visual features, correlation discovery
in semantic concept mining is worth exploring. Meanwhile,
correlation discovery is a computationally intensive task in the
sense that it requires a deep analysis of very large and growing
repositories. This paper presents a novel system of discovering
negative correlation for semantic concept mining and retrieval.
It is designed to adapt to Hadoop MapReduce framework,
which is further extended to utilize Spark, a more efficient and
general cluster computing engine. The experimental results
demonstrate the feasibility of utilizing big data technologies
in negative correlation discovery.
Key words—Big Data, Negative Correlation, Hadoop,
MapReduce, Spark, Multimedia Semantic Mining and Retrieval, Information Integration.

I. I NTRODUCTION
In recent years, we have witnessed a deluge of big
multimedia data such as texts, images, and videos. The data
is big in terms of volume, variety, velocity, etc. For instance,
Facebook ingests 500 terabytes of new data every day;
while Walmart handles more than 1 million customer transactions every hour. Take Boeing 737 as another example. It
generates 240 terabytes of flight data during a single flight
across the US. During the fight, infrastructure and sensors
generate massive log data in real-time. The big data are
not just numbers, dates, and strings, but also the geospatial
data, 3D data, audio data, video data, and unstructured texts
(including log files and social media). Therefore, different
approaches, techniques, tools and architectures are required
for mining and retrieving knowledge, which is still in the
development stage [1][2][3][4][5].
Despite the ubiquity of big multimedia data, effective management and retrieval of big multimedia data

are considered challenging research topics. For example, the conventional tag-based indexing and searching
technologies suffer from the noisy and missing tag issue. As a result, more and more researchers turn to
content-based approaches [6][7][8][9][10][11][12][13][14].
One main research task in the content-based big multimedia data retrieval field is multimedia concept mining and
retrieval [15][16][17][18][19][20][21][22], which focus on
mining semantic concepts such as face, car and airplane
from raw videos directly.
Many approaches treat each concept as an individual
class and convert one multi-concept detection problem into
multiple binary classification problems [23]. Therefore, it
ignores the correlations among different concepts. Nevertheless, the concepts are correlated in real-world multimedia data sets. For instance, some concepts co-occur more
frequently, such as sky and cloud; while others rarely cooccur like road and fish. Such characteristics of correlations
provide important context cues that can assist concept
detection. Therefore, the calculation of correlations between
concepts can help a lot in semantic concept mining and
retrieval. There are many types of correlations, including
Pearson correlation, Spearman correlation and Cross correlation, which detect the number of times two things occur
together [24].
One major challenge in correlation discovery is the huge
volume of related datasets. With the rapid development
of multimedia, communication, and Web 2.0 technology,
massive amounts of multimedia data have been increasingly
available on desktops and smart mobile devices via the
Internet. Statistics shows that 72 hours of videos with all
sorts of tags are uploaded to YouTube every minute and
about 1.54 million photos are uploaded to Flickr every
day [25]. Accordingly, the annual TREC Video Retrieval
(TRECVID) competition organized by National Institute
of Standards and Technology (NIST) has the “Semantic
Indexing” task for concept detection from a large amount
of videos collected from Internet [26].
In this paper, we focus on a novel framework that

calculates negative concept correlations. In order to do it
efficiently, two popular and widely used big data technologies, namely Hadoop and Spark, are adopted. The Apache
HadoopT M software library is designed to scale up from a
single server to thousands of machines, each offering local
computation and storage. Rather than relying on hardware
to deliver high-availability, the library itself is designed
to detect and handle failures at the application layer. It
delivers a highly-available service on top of a cluster of
computers, each of which may be prone to failures. Apache
SparkT M is a fast and general engine for large-scale data
processing. Comparing to Hadoop, Spark is more advanced
and contains many new features, and therefore has been
deployed in many popular big data systems. Using these
techniques, an efficient system is built to discover negative
concept correlations from the multimedia big data.
In summary, the contribution of this paper are as follows.
First, we propose a novel ICF (Integrated Correlation Factor) algorithm to estimate the negative correlation. Second,
an efficient big multimedia data system using the ICFbased negative correlation discovery is built. Finally, ICF is
utilized for multimedia concept mining and retrieval with
the promising performance.
This paper is organized as follows. In Section II, we
list and introduce several types of correlations and discuss
their usages. In Section III, our proposed novel framework
that includes negative correlation discovery and the ICF
(Integrated Correlation Factor) algorithm are discussed. In
Section IV, the proposed MapReduce algorithm on Hadoop
is introduced. In Section V, an advanced system based on
Spark is presented with its important modules explained
in details. Section VI shows the comparison results of
using the generated ICF values on the TRECVID 2015
dataset. Section VII draws the conclusion and identifies
future research directions.
II. C ORRELATION C OEFFICIENT
Based on the category of the input data, correlations can
be divided into the following four different types.
A. Nominal Scale
As the name implies, a nominal scale simply places
the data into categories, without any order or structure.
Nominal scales are used for labeling variables without any
quantitative values. Nominal is like “name” while nominal
scales could simply be called “labels”. A physical example
of a nominal scale is the terms we use for colors. The
underlying spectrum is ordered but the names are nominal.
In research activities, a YES/NO scale is nominal. It has
no order and there is no distance between YES and NO.
B. Ordinal Scale
With ordinal scales, it is the order of the values with
importance and significance, so smaller (<) and bigger (>)
can be applied but the differences between them is not
really known. The simplest ordinal scale is a ranking. There

is no objective distance between any two points on the
subjective scale. For one case, the top may be far superior
to the second; but to another case, the distance may be
subjectively small. An ordinal scale only lets you interpret
a gross order and not the relative positional distances.
Spearman’s rank correlation coefficient is a nonparametric
measure of statistical dependence between two variables. It
assesses how well the relationship between two variables
can be described using a monotonic function. If there are
no repeated data values, a perfect Spearman correlation of
-1 or +1 occurs when each of the variables is a perfect
monotone function of the other.
C. Interval Scale
Interval scales are numeric scales in which not only the
order but also the exact differences between the values are
known. The classic example of an interval scale is Celsius
temperature. An interval scale is nice because the realm
of statistical analysis on these data sets opens up. It is
for numeric variables, plus (+) and minus (−) can also
be applied. Pearson product-moment correlation (ρ or r)
coefficient is a measure of the linear correlation dependence
between two variables X and Y , giving a value between -1
and +1 inclusive, where -1 is a total negative correlation, 0
is no correlation, and +1 is a total positive correlation. It is
widely used in sciences as a measure of the degree of the
linear dependence between two variables.
D. Ratio Scale
Ratio scales are the ultimate nirvana when it comes to
measurement scales because they tell us about the order,
they tell us the exact value between units, and they also
have an absolute zero which allows for a wide range of
both descriptive and inferential statistics to be applied. A
ratio scale provides a wealth of possibilities when it comes
to statistical analysis. It is for numeric variables with an
absolute zero, like temperature, mass, etc. Multiply (×) and
divid (÷) can also be applied. This kind of scales is not
often available in multimedia and social research; while
most correlation coefficient methods for interval scales can
also be applied for ratio scales.
III. I NTEGRATED C ORRELATION FACTOR (ICF)
While positive correlations are widely used in semantic
concept mining and retrieval, very few research approaches
explore negative correlations to improve the performance.
Some studies speculated that negative correlations captured
by the negative graph might slightly improve the performance. Jiang et al. [27] studied the effect of negative
correlations and conducted an experiment on the TRECVID
data set showing the performance gain is merely 1.3% when
using the negative graph alone.
Although the co-occurrence of two concepts in one
video shot/image increases the probability that they are
positively correlated, the fact that one concept does not
occur when the other appears does not indicate they are

negatively correlated. For example, given an image that
depicts a cat with no human face in the picture does not
mean the appearance of a cat will exclude the appearance
of a face. This makes it more challenging to discover
negative correlations. To address this challenge, a two-step
hierarchical selection strategy is proposed in this study.
First, a conditional probability-based coarse filtering approach is applied. The purpose of this step is to eliminate
the irrelevant correlations in an efficient way. Specifically,
for a target concept CT , CT+ and CT− represent the events
that a data instance is positive or negative for CT . Likewise,
+
−
for a reference concept, CR
and CR
represent the events
that a data instance is positive or negative for CR . If CT
and CR are negatively correlated, the following conditions
must hold.
−
P (CT+ |CR
)
>1
+
P (CT )

(1)

+
P (CT− |CR
)
>1
−
P (CT )

(2)

Here, P (E) indicates the probability of event E. The
threshold of 1, appeared in the above inequalities, is
not selected arbitrarily. It is the necessary condition for
−
the negative correlation, i.e., P (CT+ |CR
) > P (CT+ ) and
−
+
−
P (CT |CR ) > P (CT ). The first inequality indicates that
the probability of CT appearing decreases if CR appears.
On the other hand, the second inequality indicates that
the probability of CT appearing increases if CR does not
appear. From the association rule point of view, these two
values are related to the conviction measurement introduced
in [28]. Actually, for each concept pair, we just need to get
the result of Equation (1) since:
+
+
+
P (CT− |CR
)
P (CT− CR
)
P (CR
|CT− )
=
=
+
+
P (CT− )
P (CR
)P (CT− )
P (CR
)

(3)

Therefore, once we have the result of Equation (1) for all
concepts, it is easy to find the value of Equation (2) in
the result table (simply switching the target concept and
related concept) and save a half of the computation time.
Then we define a Negative Independent Coefficient (NIC)
to measure the negative correlations between concepts as
follows.
N IC(T, R) =

+
−
)
P (CT+ |CR
) P (CT− |CR
+
+
−
P (CT )
P (CT )

(4)

All concept pairs with the NIC value less than a certain
threshold will be filtered. This step eliminates a large number of possible correlations and reduces the computational
complexity significantly.
The second step is to filter the selected concepts more
rigorously. The reason of adding this step is based on the
observation that a huge number of data instances are not
labeled and are given the inferred label 0. This is common
in a large multimedia dataset as manual labeling is very
expensive. For example, the concept pair “Indoor” and

“Outdoor” should show perfect negative correlations. However, in our experiment, there are 104054 out of 115806
instances with negative labels for both concepts. Therefore,
+
−
the conditional probability P (COutdoor
|CIndoor
) is only
0.0786, which severely deviates from 1. The problem could
not be solved by discarding those data instances simply as it
will introduce the bias that the two concepts are negatively
correlated. These kinds of bias are clearly not what we want
since we wish to use correlation information to improve
concept detection for all kinds of testing instances.
In order to tackle this difficulty, a novel strategy is
proposed. The general assumption is that if two concepts
are negatively correlated, their correlations would not be
affected by the existence of the third concept, which is
named as a control concept in this study. To formulate this
problem, we define an integrated correlation factor (ICF)
between the target concept and the reference concept, as
formulated in Equation (5).
ICF (T, R) =

1
|Ω| − 2

X

+
ρ(CT , CR |CD
) (5)

D∈Ω,D6=T,D6=R

Here, Ω indicates the set of all concepts and |Ω| indicates
the total number of concepts. CD represents the control
+
concept. CD
is the condition that a data instance is positive
+
for CD , and ρ(CT , CR |CD
) indicates the Pearson productmoment correlation coefficient [29] between the labels of
+
CT and CR given CD
. The reasons for adding the control
concept CD is that ICF represents an average quantitative
metric of correlations under different conditions. For special
+
cases where ρ(CT , CR |CD
) is not defined, the default
values are assigned as given in Table I. In this table, “All
CT1 ” indicates that all data instances are positive for CT and
“All CT−1 ” indicates that all data instances are negative for
−1
1
” and “All CR
” have similar
CT . Correspondingly, “All CR
meanings. All the special cases happen because the data
instances have unique labels for either CT or CR , in which
case the Pearson correlation coefficients are not defined. As
shown in Table I, as long as CT and CR co-occur once, the
value is set to a positive value, which imposes a relatively
large penalty on that concept pair. Our empirical studies
showed that when this value is 0.5, most of the significant
negative concept pairs are captured.
After sorting all the ICF values in an ascending order, we
observe that the combined correlation coefficients follow
a quasi-normal distribution. Hence, a Gaussian probability
density function is fit for all the ICF values. Different
thresholds depending on the significance levels such as 95%
and 67% could be set to select the significant negative
correlations. As the Pearson product-moment correlation
coefficients are symmetric, the concept pairs are selected.
Therefore, the concept whose corresponding detector is less
accurate is chosen as the target concept and the other one as
the reference concept. The selection results are introduced
in Section VI-B.

TABLE I
T HE VALUES TO SET UNDER SPECIAL CONDITIONS
CT
All CT1
All CT−1

CR
1
All CR
−1
All CR

All CT1

−1
All CR

CT−1

All
Both CT−1 and CT1 appear
All CT−1
All CT1
Both CT−1 and CT1

1
All CR
−1
All CR
1 and C −1 appear
Both CR
R
1 and C −1 appear
Both CR
R
1
All CR

IV. C ORRELATION DISCOVERY BY H ADOOP
M AP R EDUCE
MapReduce (MR) is a popular programming model introduced by Google [30], on which the distributed applications
can be developed to efficiently process large amounts of
data. Hadoop [31], its open-source implementation, provides a distributed file system called Hadoop Distributed
File System (HDFS) and MR. Hadoop splits the files into
large blocks and distributes them amongst the nodes in
the cluster. To process the data, Hadoop MR transfers the
packaged code for nodes to process in parallel, based on
the data each node needs to process [32]. An MR program
consists of two user-defined functions: a map function to
process pieces of the input data called input splits, and a
reduce function to aggregate the output of invocations of
the map function. Both functions use user-defined key-value
pairs as the input and output.
A collection of videos can be represented by Table II.
Let S denote a shot in a video, C denote a concept, and
v denote whether a concept appears in a shot. Value 1
represents the concept appears in the shot; while value
−1 represents otherwise. Assume that there are totally M
concepts and N shots in this video collection. To build
the MR framework, we read the concept ID corresponding
values from each video file and build the <Key, Value>
pairs. Hence, each video file has several <Key, Value>
pairs like:
Key = (C1 , C2 ), V alue = (v1 , v2 )
Key = (C1 , C3 ), V alue = (v1 , v3 )
...
Key = (C1 , CM ), V alue = (v1 , vM )
Key = (C2 , C1 ), V alue = (v2 , v1 )
...
Key = (C2 , CM ), V alue = (v2 , vM )
...
Key = (CM −1 , CM ), V alue = (vM −1 , vM )
The Map() function is used to generate the key-value
pairs mentioned above; while the Reduce() function is used
to calculate the conditional probability value in Equation (1)
for each key. As discussed before, these two functions

Value To Set
1
0
Average value of negative Pearson correlation coefficients
Same as above
Same as above
Same as above
0.5
0.5

TABLE II
A V IDEO DATASET
Shot ID
S1
...
S1
S2
...
S2
...
SN
...
SN

Concept ID
C1
...
CM
C1
...
CM
...
C1
...
CM

Value
v11
...
vM 1
v12
...
vM 2
...
v1N
...
vM N

use the defined key-value pairs as the input and output.
Different from many symmetrical correlations like Pearson
and Spearman correlations, conditional probability values
are asymmetrical. Therefore, there are totally N × M × M
keys and M × M outputs as well.
However, since too many keys are generated, the computation gain is limited. It can be seen that the Mappers
running time complexity is O(N M 2 ) and the Reducers is
O(M 2 ). If multiple Reducers can be run in parallel, we
should definitely see the speed improvement based on the
scale. The time wasted on the mapping phase is much more
than the time saved on the reducing part. In the next step,
we can filter the outputs as mentioned in Section III to
generate the ICF values for each concept pair.
V. C ORRELATION DISCOVERY ON S PARK
In contrast to Hadoop’s two-stage disk-based MapReduce paradigm, Spark’s multi-stage in-memory primitives
provide performance up to 100 times faster for certain
applications [33][34][35]. Spark provides many operations
called transformations like map, filter, flatMap, sample,
groupByKey, reduceByKey, union, join, cogroup, mapValues, sort, and partionBy; while Hadoop only provides two
operations, namely map and reduce. Spark Core is the
foundation of the overall project. It provides distributed
task dispatching, scheduling, and basic I/O functionalities.
The fundamental programming abstraction is called Resilient Distributed Datasets (RDDs), a logical collection
of data partitioned across machines. RDDs can be created
by referencing datasets in external storage systems or by
applying coarse-grained transformations (e.g., map, filter,

TABLE III
C ORRELATION M ATRIX

C1
C2
C3
...
CM

S1
v11
v21
v31
...
vM 1

S2
v12
v22
v32
...
vM 2

...
...
...
...
...
...

SN
v1N
v2N
v3N
...
vM N

keys, the target concept and related concept are different,
as mentioned in Equation (5). For each key pair, the rest
concepts would be the control concepts. The ICF values
are then generated for each key pair and the final output is
shown as follows.
Key = (C1 , C2 ), V alue = (ICF1,2 )
...

reduce, join) on the existing RDDs. The RDD abstraction is
exposed through a language-integrated API in Java, Python,
Scala, and R similar to local, in-process collections. This
simplifies the programming complexity because the way
that the applications manipulate RDDs is similar to how to
manipulate the local collections of data.
Our Spark solution is presented as a single Java driver
class that uses the rich Spark API to find the correlations of
all versus all concepts. In order to build a better correlation
discovery system using Spark, we first read the keys(shot
ID) and values in Table II. After reading the data from
all video files, we can group the values as an array or an
iterator in Java using combineByKey. Table III shows the
data representation.

Key = (C1 , CM ), V alue = (ICF1,M )
Key = (C2 , C3 ), V alue = (ICF2,3 )
...
Key = (C2 , CM ), V alue = (ICF2,M )
...
Key = (CM −1 , CM ), V alue = (ICFM −1,M )

VI. E XPERIMENTS AND R ESULTS
A. Dataset

Key = (C1 , CM ), V alue = (v1 [], vM [])

In the experiment, the IACC.1.A dataset is chosen from
the TRECVID 2015 benchmark [36], whose semantic indexing (SIN) task aims to recognize the semantic concept contained within a video shot, which is an essential
technology for retrieval, categorization, and other video
exploitations. Here, the concepts refer to the high-level
semantic objects such as a car, road, and tree. It has several
challenges such as data imbalance, scalability, and semantic
gap [37][38].
This data set contains 200 hours of videos with the
durations between 10 seconds and 3.5 minutes. The labels
of 130 concepts were given by the collaborative annotation
organized by NIST. After data pre-processing, there are
144774 shots and one keyframe was extracted from each
shot. The detection scores of all shots were downloaded
from the DVMM Lab of Columbia University [39]. The
list of concepts and detailed explanations can be found
in [26]. In order to increase the number of ground truth in
the negative association selection module, the TRECVID
2015 training labels are also utilized.

Key = (C2 , C1 ), V alue = (v2 [], v1 [])

B. Negative Correlation Selection Results

...

For 130 concepts, there are totally 8385 pair-wise concept correlations. The top 10 negative correlations using the
NIC-based selection and the ICF-based selection are shown
in Table IV. For the NIC-based selection, the concept pairs
are selected by adding the two probability ratios on the left
side of Equations (1) and (2).
It should be pointed out that some negative correlations
are caused by the definitions of the concepts. For example,
the “Two people” concept indicates that there must be
exactly two people in the video shot so the “Single Person”
concept does not occur. The “Building” concept means
the shots of an exterior of a building so that it has a
negative correlation with the “Indoor” concept. The full
explanations of all concepts can be found in [26]. As

Key = (C1 ), V alue = (v11 , v12 , ..., v1N )
Key = (C2 ), V alue = (v21 , v22 , ..., v2N )
Key = (C3 ), V alue = (v31 , v32 , ..., v3N )
...
Key = (CM ), V alue = (vM 1 , vM 2 , ..., vM N )
To correlate all versus all concepts, we have to create the
Cartesian product of groups by groups. This will generate
all possible combinations of (Ci , Cj ). These combinations
are the output values of the Cartesian products, which are
the input keys for computing the correlations:
Key = (C1 , C2 ), V alue = (v1 [], v2 [])
Key = (C1 , C3 ), V alue = (v1 [], v3 [])
...

Key = (C2 , CM ), V alue = (v2 [], vM [])
...
Key = (CM −1 , CM ), V alue = (vM −1 [], vM [])
Now, we are ready to calculate the conditional probability
values for all possible combinations of concepts. Afterward,
we can filter the half of the key pairs when i>j in (Ci , Cj )
and generate the NIC values using Equation (4). The key
pairs with the NIC values less than a threshold will be
discarded. In the next step, the ICF values are generated.
We create new key value pairs as follows. The keys have
been filtered based on the NIC values between the concept
pairs. The values here are the same. However, for different

TABLE IV
C OMPARISON OF N EGATIVE C ORRELATION S ELECTION
Rank
1
2
3
4
5
6
7
8
9
10

NIC-based
Entertainment, Building
Infants, Industrial
Person, Helicopter Hovering
Person, Natural-Disaster
Person, Airplane Flying
Canoe, Bus
Telephones, Swimming
Cats, Person
Canoe, Car Racing
Person, Birds

introduced in Section III, we used the average value minus
one standard deviation as the threshold, which corresponds
to 0.67 significance level, to select the negative concept
pairs. The selected correlations are shown in the right
column of Table IV. There are totally seven target concepts in the top 10 ICF-based negative correlations, which
are “Road”, “Indoor”, “Daytime Outdoor”, “Suburban”,
“Trees”, “Male Person”, and “Two People”. These concepts are common and appear in many papers [40][41][42].
We obtain the shot IDs and the corresponding values
from all the training video files and use the Map() function
to build the key-value pairs (shot ID, value). Next, we use
the combine function in Spark to combine their pairs by the
shot IDs and get a table similar to Table III. This table is
considered as the input for the next layer. In the next layer,
the output key is the key pairs of the Cartesian products
of all shots; while the output values are the pairwise
vectors that contain values from each shot. The conditional
probability values are then calculated to generate the NIC
values by the vector pairs. As mentioned in Sections III and
V, some key pairs are discarded due to the low NIC values
and the rest are kept to generate the ICF values. These steps
are shown in Fig. 1.
A framework of semantic concept mining and retrieval
was proposed in [43]. Its training section consists of
the “Multimedia Concept Mining” subcomponent and the
“Concept Mining Enhancement” subcomponent. The basic
idea of the “Multimedia Concept Mining” subcomponent
is as follows. For N data instances (e.g., images/video
shots) and M concepts, M concept detection models are
trained such that for each instance, the model m outputs
a score measuring the likelihood that concept m exists
in that data instance. A more detailed discussion of this
subcomponent can be found in [43]. In this paper, an
enhanced “Concept Mining Enhancement” subcomponent
within the multimedia big data infrastructure is proposed,
which improves the overall semantic concept mining and
retrieval framework. First, all the class labels are organized
into a label matrix so that each row contains the labels of
different concepts for one data instance. Next, significant
negative correlations are selected using this label matrix in
the negative correlation selection module. A set of features
are extracted from the original training data set to train a

ICF-based
Road, Waterscape Waterfront
Indoor, Plant
Indoor, Vegetation
Daytime Outdoor, Indoor
Indoor, Outdoor
Suburban, Indoor
Indoor, Building
Trees, Indoor
Male Person, Female Human Face Closeup
Two People, Single Person

Fig. 1.

Spark implantation of the ICF calculation

Multiple Correspondence Analysis (MCA) based negative
weight estimation model [44][45][46][47]. The weights
generated from this model together with the output scores
from the “Multimedia Concept Mining” subcomponent are
normalized and then used to train a regression-based score
integration model. The selected negative correlations, MCA
models, and regression models are stored for the testing
section.
In the testing section, the testing data instances are
plugged into all the concept detection models to generate
the testing scores. The same features are extracted from
that data instance to get the MCA-based weights. After the
scores and weights are normalized, they are input to the

TABLE V
MAP VALUES AT D IFFERENT N UMBER OF I NSTANCES R ETRIEVED
Framework
Base
Subtraction
Random
DASD
ICF-based

MAP@10
0.45077
0.47292
0.36005
0.48268
0.86262

MAP@20
0.40841
0.39973
0.31563
0.40204
0.73554

MAP@30
0.37285
0.36313
0.25743
0.36449
0.65211

MAP@40
0.35755
0.33913
0.23170
0.33404
0.60537

regression-based score integration model to generate a new
set of re-ranked scores. Finally, the new output scores are
evaluated. The score integration module could be viewed
as a two-layer neural network.
C. Performance of the Proposed Framework
In order to evaluate the proposed negative correlation
discovery method, it is compared with the following four
approaches. The first one, denoted as “Base”, has no
modification on the raw scores. The second one, denoted
as “Subtraction”, is an intuitive approach that subtracts the
scores of a reference concept from those of a target concept.
The third one, denoted as “Random”, randomly selects
a reference concept. In the experiment, the randomly selected target concepts are: “Running” for “Road”; “Hand”,
“Old People”, and “Computer” for “Indoor”; “Beards” for
“Daytime Outdoor”; “Greeting” for “Suburban”; “Doorway” for “Trees”; “Chair” for “Male Person”; and “Infants” for “Two People”. The fourth one, denoted as
“DASD”, applies the domain adaptive semantic diffusion
(DASD) framework [48]. All negative affinities are kept as
described in [48] and the number of iterations was set to 20.
We compare our results with DASD since it also focuses
on correlation discovery and achieves the best performance
among many similar technologies.
The Mean Average Precision (MAP) values at different
numbers of the retrieved data instances are reported. All
results are the average of three-fold cross-validation over
the seven ICF-based target concepts, appeared in Table IV.
Table V shows the MAP comparison results. As can be
seen, our proposed ICF-based method outperforms the
four comparison methods by a large margin across all
different MAP measures. “Random”, as expected, shows
the worst performance. “DASD” obtains a slightly higher
MAP@10 value compared to “Base” and “Subtraction”, but
quickly drops after MAP@20. In addition, we found that a
further increasing number of iterations did not improve the
performance. ‘Subtraction” shows a small gain at MAP@10
compared to “Raw”, but the values also decline when more
retrieval results are considered. Moreover, the proposed
ICF-based negative correlation discovery adapts to Hadoop
and further to Spark, which makes it ready to scale-up to
larger datasets, in terms of both the number of concepts
and the number of data instances.
VII. C ONCLUSION AND F UTURE W ORK
In this paper, we propose a novel system of learning
the negative correlations to provide valuable context cue

MAP@50
0.33353
0.31965
0.20680
0.32726
0.57122

MAP@100
0.24407
0.22274
0.13966
0.24311
0.47294

MAP@200
0.15928
0.15056
0.09827
0.15950
0.36569

MAP@500
0.13049
0.11547
0.08455
0.12220
0.33970

MAP@2000
0.16538
0.12814
0.09293
0.13391
0.40617

for concept mining and retrieval. The system adopts both
Hadoop and Spark for efficient big data processing. Our
proposed framework is compared to four approaches with
the performance of semantic concept mining and retrieval.
The experimental results demonstrate that negative correlations between the reference concepts and the target concepts
discovered by the ICF-based method can effectively help
retrieve the target concepts.
The proposed correlation discovery technique can be
extended and used in many kinds of correlations and
coefficients. The only difference is in the last steps of Fig. 1,
meaning that different correlation algorithms can be applied
to get the desired correlations in different circumstances.
Furthermore, some correlations can be ternary or even quaternary. In such cases, the Cartesian part can be replaced to
generate the corresponding groups for correlation discovery.
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